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1. Problem Statement

• Let D be a dictionary of regular expressions and T a text.

• The online regular-pattern-matching problem is to single
out, for each text position T[c], those expressions in D
that have a match ending at T[c], while processing T
only once.
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• In addition to standard operations (union, concatenation,
iteration (*)) we allow bounded variable-length gaps,
such as in the expression

aa(bb|.{1,3}c)*d

• Character classes are also allowed but only of fixed
length.
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2. Applications

• Applications include XML filtering and network traffic
analysis (load balancing, intrusion detection and
prevention).

• F. Yu, Z. Chen, Y. Diao, T. V. Lakshwan, R. H. Katz: Fast
and memory-efficient regular matching for deep packet
inspection. ACM/IEEE Symposium on Architectures for
Networking and Communications Systems, 2006, 93-102.
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numbers of wildcards can cause the corresponding Determi-
nistic Finite Automaton (DFA) to grow exponentially.  

x Second, a majority of the wildcards are used with length 
restrictions (‘?’, ‘+’). As we shall show later in the paper, 
such length restrictions can increase the resource needs for 
expression matching.  

x Third, groups of characters are also commonly used: for 
example, the pattern for matching the ftp protocol, 
“^220[\x09-\x0d -~]*ftp”, contains a class (inside the brack-
ets) that includes all the printing characters and space charac-
ters. The class of characters may intersect with other classes 
or wildcards. Such interaction can result in a highly complex 
state machine.  

To the best of our knowledge, there has not been any detailed 
study of optimizations for these kinds of regular expressions as 
they are so specific to network packet scanning applications. In 
this paper, we address this gap by analyzing these regular expres-
sions and developing memory-efficient DFA-based solutions for 
high speed processing. Specifically, we make the following con-
tributions: 
x We analyze the computational and storage cost of building 

individual DFAs for matching regular expressions, and iden-
tify the structural characteristics of the regular expressions in 
networking applications that lead to exponential growth of 
DFAs, as presented in Section 3.2.  

x Based on the above analysis, we propose two rewrite rules 
for specific regular expressions in Section 3.3. The rewritten 
rules can dramatically reduce the size of resulting DFAs, 
making them small enough to fit in memory. We prove that 
the patterns after rewriting are equivalent to the original ones 
for detecting non-overlapping patterns. While we do not 
claim to handle all possible cases of dramatic DFA growth 
(in fact the worse case cannot be improved), our rewrite rules 
do cover those patterns present in common payload scanning 
rulesets like Snort and Bro, thus making fast DFA-based pat-
tern matching feasible for today’s payload scanning applica-
tions.   

x We further develop techniques to intelligently combine mul-
tiple DFAs into a small number of groups to improve the 
matching speed in Section 4, while avoiding the exponential 
growth in the number of states in memory.   

We demonstrate the effectiveness of our rewriting and group-
ing solutions through a detailed performance analysis using real-
world payload scanning pattern sets. As the results show, our 
DFA-based implementation can increase the regular expression 
matching speed on the order of 50 to 700 times over the NFA-
based implementation used in the Linux L7-filter and Snort sys-
tem. It can also achieve 12-42 times speedup over a commonly 
used DFA-based parser. The pattern matching speed can achieve 
gigabit rates for certain pattern sets.  This is significant for im-
plementing fast regular expression matching of the packet payload 
using network processors or general-purpose processors, as the 
ability to more quickly and efficiently classify enables many new 
technologies like real-time worm detection, content lookup in 
overlay networks, fine-grained load balancing, etc.  

2. PROBLEM STATEMENT 
In this section, we first discuss regular expressions used in packet 
payload scanning applications, then present the possible solutions 
for regular expression matching, and finally define the specific 
problem that we address in this paper.  

2.1 Regular Expression Patterns 
A regular expression describes a set of strings without enumerat-
ing them explicitly. Table 1 lists the common features of regular 
expression patterns used in packet payload scanning. For exam-
ple, consider a regular expression from the Linux L7-filter [1] for 
detecting Yahoo traffic: 
“^(ymsg|ypns|yhoo).?.?.?.?.?.?.?[lwt].*\xc0\x80”. This pattern 
matches any packet payload that starts with ymsg, ypns, or yhoo, 
followed by seven or fewer arbitrary characters, and then a letter l, 
w or t, and some arbitrary characters, and finally the ASCII letters 
c0 and 80 in the hexadecimal form.  

Table 2 compares the regular expressions used in two net-
working applications, Snort and the Linux L7-filter, against those 
used in emerging Extensible Markup Language (XML) filtering 
applications [12, 13] where regular expressions are matched over 
text documents encoded in XML. We notice three main differ-
ences: (1) While both types of applications use wildcards (‘.’, ‘?’, 
‘+’, ‘*’), the patterns for packet scanning applications contain 
larger numbers of them in each pattern; (2) classes of characters 
(“[]”) are used only in packet scanning applications; (3) a high 
percentage of patterns in packet payload scanning applications 
have length restrictions on some of the classes or wildcards, while 
such length restrictions usually do not occur in XML filtering. 
This shows that compared to the XML filtering applications, net-
work packet scanning applications face additional challenges 
These challenges lead to a significant increase in the complexity 
of regular expression matching, as we shall show later in this 
paper.  

Table 1. Features of Regular Expressions  
Syntax Meaning Example 

^ Pattern to be 
matched at the start 
of the input 

^AB means the input starts 
with AB. A pattern without 
‘^’, e.g., AB, can be matched 
anywhere in the input. 

| OR relationship A|B denotes A or B. 
. A single character 

wildcard 
 

? A quantifier denot-
ing one or less 

A? denotes A or an empty 
string. 

* A quantifier denot-
ing zero or more 

A* means an arbitrary number 
of As. 

{} Repeat A{100} denotes 100 As. 
[ ] A class of characters [lwt] denotes a letter l, w, or t. 
[^] Anything but [^\n] denotes any character 

except \n.  
Table 2. Comparison of regular expressions in networking 

applications against those in XML filtering  
 Snort L7-filter XML 

filter-
ing 

# of regular expressions analyzed 1555 70 1,000-
100,000 

% of patterns starting with “^” 74.4% 72.8% �80% 
% of patterns with wildcards “., +, 
?, *” 

74.9% 75.7% 50% - 
100% 

Average # of wildcards per pattern 4.65 7.03 1-2 
% of patterns with class “[ ]” 31.6% 52.8% 0 
Average # of classes per pattern 7.97 4.78 0 
% of patterns with length restric-
tions on classes or wildcards 

56.3% 21.4% |0 
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3. Recognition of Regular Expressions

• Given a set of regular expressions, we can solve the
matching problem by simply constructing a
(non)deterministic finite automaton that accepts the
union of the expressions.

• The final states can be encoded to contain the
information of which individual expressions will be
accepted.
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• For a large set of expressions this approach is unfeasible.

• The DFA is too large,

O(2m),

where m is the total size of the expressions.

• Simulation of the NFA is too slow,

O(mn),

where n is the length of the input text.
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• Our new approach for regular expression matching
stems from our recent work on string matching with
gaps.

• The idea here is that we use standard multi-string
matching for finding the strings between gaps and
combine from them matches of whole patterns.
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Example

P1 = bcde.{15,75}cd,
P2 = d.*abcd

The "keywords" bcde, cd, d, and abcd will be recognized by
the Aho-Corasick pattern matching automaton.

Denote (1,1) = bcde, (1,2) = cd, (2,1) = d, (2,2) = abcd.
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Example

Multiple Pattern Matching with Wildcards 11

0

1 2 3 4

5 6 7 8

9 10

11

a

b c d

b

c d e

c

d

dother

{(1, 1)}

{(2, 1)}

{(2, 2)}

{(1, 2)}

Fig. 4 The PMA with the contents of pending-output of Fig. 3(c).

Algorithm 2 Procedure initialize-output().
for all b = 0, . . . , maxdist! 1 do

pending-output(b)" #
end for
for all patterns Pi do

b" mingap(i, 1) + length(i, 1)
e" maxgap(i, 1) + length(i, 1)
insert (i, 1, e) into the set pending-output((b ! 1) mod maxdist + 1)

end for
for all states q do

current-output(q)" #
end for

3.3 Minimizing the Number of Output Symbols

An important issue in making the algorithm e!cient is to store in an output
set current-output(q) at most one output tuple for each keyword(i, j) with
state(keyword(i, j)) = q. Note that several di"erent output tuples (i, j, e)
for the same pair (i, j) could be produced, if care is not taken in combining
them. Consider for example matching the patterns P1 = .*bcde.{15,75}cd
and P2 = .*d.*abcd against text T = bbbbcdebcdecdcdcdcdcdccd. In this
case the first match of keyword bcde yields the tuple (1, 2, 84) into pending-
output(7), because (7+15+2!1) mod 17+1 = 7 and further, when character-
count has reached 24 the output tuple (1, 2, 84) into current-output(state(cd))
(cf. Fig. 4). In the same way the second match of bcde causes the insertion
of the output tuple (1, 2, 88) into current-output(state(cd)) that still contains
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Example

P1 = bcde.{15,75}cd,
P2 = d.*abcd

T = b b b b c d e b c d e c d c d c d c d c d c c d

(1,2) (1,2) (1,2) (1,2) (1,2) (1,2) (1,2) (1,2)

(2,1)

T [7]

(2,1)

T [11]

(1,1) (1,1)

(2,1) (2,1) (2,1) (2,1) (2,1) (2,1)

P1 has a match

at T [24].
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4. Matching Algorithm

• The algorithm maintains a set prefix-matches containing
found matches of pattern prefixes.

• New matches of pattern prefixes are obtained only when
a keyword has been recognized such that it is the first
keyword of pattern i or it correctly follows the last
keyword of some already found pattern prefix.

• Precomputed keyword sets: begins(i), ends(i),
precedes(i, j).

• Thus a prefix match of pattern i can be represented as
(i, j), where j is a keyword number in i, and a set of
prefix matches as (i, v), where v is a set of keyword
numbers in i.
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Example

P1 = aa(aa|.{1,3}bb)*c
P2 = aab*c

0

1 2

3 4

5

a

a

b b

c

other

PMA:
{(1, 1), (1, 2), (2, 1)}

{(2, 2)}

{(1, 3)}

{(1, 4), (2, 3)}

Keywords:

(1,1) = aa

(1,2) = aa

(1,3) = bb

(1,4) = c

(2,1) = aa

(2,2) = b

(2,3) = c
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Example

P1 = aa(aa|.{1,3}bb)*c
P2 = aab*c

T = a a a a b b b c b b a a c b b

(1,1)

(2,1)

(1,1)

(2,1)

(1,{1,2})
(2,1)

(2,2)

(1,3)

(2,2) (1,3)

(2,2)

(1,4)

(2,3)

(1,3) (1,{1,2})

(1,4)

(1,3)

match of P1

and P2 match of P1
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• Only recently found prefix matches (i, j) need be stored.

• The distance of a needed prefix match (i, j) from the
current character is at most the maximal distance of two
consecutive keywords in a pattern.

maxdist = max{maxgap(i, j) + length(i, j)|i ≥ 1, j ≥ 1}

• It is enough to store matches found in the last maxdist
character positions scanned from the text.
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Example

P1 = aa(aa|.{1,3}bb)*c, P2 = aab*c
T = aaaabbbcbbaacbb

prefix-matches [0 1 2 3 4 5]

c = 1 2 3 4 5 6
T [c] = a a a a b b

(2,1)

(1,1) (1,1)

(2,1)

(2,1)

(1{1,2})
(2,2)

(1,3)

(2,2)

c = 7 2 3 4 5 6
T [c] = b a a a b b

(1,3)

(2,2) (2,1)

(1,1) (1,1)

(2,1)

(2,1)

(1{1,2})
(2,2)

(1,3)

(2,2)
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Example

P1 = aa(aa|.{1,3}bb)*c, P2 = aab*c
T = aaaabbbcbbaacbb

prefix-matches [0 1 2 3 4 5]

c = 7 8 3 4 5 6
T [c] = b c a a b b

(1,3)

(2,2) (2,3)

(1,4) (1,1)

(2,1)

(2,1)

(1{1,2})
(2,2)

(1,3)

(2,2)

c = 7 8 9 4 5 6
T [c] = b c b a b b

(1,3)

(2,2) (2,3)

(1,4)

(2,1)

(1{1,2})
(2,2)

(1,3)

(2,2)
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• The set of pairs (i, v) in an entry of prefix-matches is
implemented as a balanced binary search tree indexed by
i and the set v is implemented as a bit vector of ki bits,
where ki is the number of keywords in pattern i.
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Operating cycle of the PMA:

state← initial-state
character-count← 0
traverse-output-path(state)
scan-next(character)
while character was found do

character-count← character-count + 1
prefix-matches[(character-count− 1) mod maxdist + 1]← ∅
while goto(state, character) = fail do

state← fail(state)
end while
state← goto(state, character)
traverse-output-path(state)
scan-next(character)

end while
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Procedure traverse-output-path(state) (Gaps are omitted):

q← state
while q not the initial state do

for all elements (i, j) ∈ output(q) do
if (j ∈ begins(i) or precedes(i, j)∩

prefix-matches(i, character-count – length(i, j)) 6= ∅ then
insert-prefix-match(i, j, character-count)
if j ∈ ends(i) then report a match of Pi
end if

end if
end if

end for
q← output-fail(q)

end while
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5. Analysis

Preprocessing:

• Constructing the Aho-Corasick PMA takes time O(|D|),
and computing and storing (as bit vectors) the sets
begins(i), ends(i), and precedes(i,j) takes time O(k2

i ), where
ki is the number of keywords in pattern i.

The matching algorithm:

• At each character position c for all found keyword
matches the algorithm checks whether or not this match
is a valid continuation of some found prefix match.
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Time complexity at one character position c:

O(Kc · (log r + k/w))

• Kc = # keyword matches at c.

• r = # regular patterns.

• k = max{k1, . . . , kr}.
• w = # bits in a memory word.
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Workspace complexity:

O(K ·maxdist),

where K = max{Kc|c = 1, . . . , n}.
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6. Previous work

• The idea of using multi-string matching in matching
patterns with gaps was first presented by Pinter in 1985.

• Bille and Thorup (2010) were the first to apply this idea
in matching regular patterns.

• With linear preprocessing time, the time bound of their
algorithm at one character position is:

O(log w ·
r

∑
i=1

ki/w)
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• Assuming that Kc ≈ log w = 5 on the average we obtain
for r = 1000 and ki = 20:

Kc · (log r + k/w) ≈ 5 · (10 + 20
32 )

= 50 + 100
32

≈ 53

log w ·∑r
i=1 ki/w = 5 · 20000

32

≈ 3000
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7. Conclusion

• We presented a new algorithm for matching a large
dictionary of regular patterns.

• The algorithm is especially efficient, when there are only
few different keywords matching at the same text
position.

• That is, only few keywords are suffixes of other
keywords.

• Future work includes experimental evaluation with
real-world workloads.


